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GDCDPA Compliance Guidebook for AI Systems
Purpose
This document provides specific guidance on applying the Government Data Collection and Dissemination Practices Act (GDCDPA) § 2.2-3800 et seq. to AI systems, based on OAG’s analysis of common AI scenarios.
Key legal principles covered are:
· AI Systems are Third Party Recipients of data
· AI-Generated Information is Considered Personal Information
· Repurposing Data for AI requires new authorization and notice
· Retention schedules apply to AI models
Key Legal Principles
1. AI Systems are Third-Party Recipients of Data
[bookmark: _Hlk219123453]Legal Principle: Inputting personal information into AI systems (whether external services like ChatGPT or contracted AI platforms) is legally equivalent to disseminating that information to a third party.  
Practical Meaning
· Entering personal information into ChatGPT's, Claude, or Gemini’s interface is the same as sending that information to an external employee via email
· The same GDCDPA protections, notice requirements, and consent requirements apply as they would when sharing personal information with third parties via email or other means
· Agencies must have proper legal authority and safeguards to disseminate personal information to AI vendors
· All contractual protections required for vendors receiving personal information apply to AI service providers
Examples
	Permitted	
	[bookmark: _Hlk216705318]Prohibited

	Staff uses VITA-approved private AI software with appropriate data protection agreement to analyze de-identified data
Developer uses public AI service with synthetic test data containing no personal information
	· Staff member copies citizen complaint containing name, address, and case details into ChatGPT to draft a response
Analyst uploads spreadsheet with employee performance data to Claude.AI for analysis


2. AI-Generated Information Can Be Personal Information
Legal Principle: Information inferred or generated by AI systems about individuals (such as risk scores, predictions, classifications, or recommendations) constitutes personal information under the GDCDPA when it "describes, locates or indexes anything about an individual" or "affords a basis for inferring personal characteristics.”  If discrete pieces of information could be tied together to identify an individual, that collection already constituted "personal information" whether or not AI was needed to connect the dots. 
Examples of AI-Generated Personal Information if they relate to an individual
· Risk score predicting likelihood of benefits fraud
· Eligibility prediction for government services
· Priority ranking for housing assistance waitlist
· Classification of citizen inquiry sentiment (positive/negative/neutral)
· Predicted income level inferred from application data
· Likelihood score for permit approval
· Estimated time to case resolution
Practical Meaning
· These AI-generated data points "afford a basis for inferring personal characteristics"
· All GDCDPA rights apply such as access, correction, accuracy requirements, retention schedules, and security protections
· Individuals have the right to access AI-generated information about them
· Individuals have the right to correct inaccurate AI-generated information
· Agencies must maintain accuracy standards for AI-generated personal information
· Retention schedules apply to AI-generated personal information
Agency Obligations for AI-Generated Personal Information
Accuracy (GDCDPA § 2.2-3800.C.5) 
Use the AI Model Card
· AI-generated personal information must be accurate and current
· Regular validation of AI outputs against ground truth must occur
· Procedures to correct inaccurate AI-generated scores or predictions must be provided
· Documentation of AI model accuracy rates must exist and be current
Individual Access Rights (GDCDPA § 2.2-3806)
· Individuals have the right to know what AI-generated information exists about them
· Agencies must provide access to AI scores, predictions, and classifications upon request
· Explanations must be provided in understandable terms
Correction Rights (GDCDPA § 2.2-3807)
· Individuals can challenge inaccurate AI-generated information
· A process is required for human review of disputed AI outputs
· If AI output is found to be inaccurate, it must be corrected and affected decisions reconsidered
Retention Schedules
· AI-generated personal information is subject to the same retention schedules as the underlying source data (see Key Principle 4)
Security (GDCDPA § 2.2-3800.C.8)
· AI-generated personal information must be protected with same security controls (see SEC 530) as other personal information
· Access must be limited to those with a need to know
· Audit trails of who accessed AI-generated scores/predictions must be available and retained per SEC 530 and GDCDPA
3. Repurposing Data for AI Requires New Authorization and Notice 
Legal Principle: Per GDCDPA § 2.2-3806, the same rules apply whether or not AI is being used to carry out a "proper purpose." When repurposing data collected for one purpose (e.g., benefits administration) to use in AI applications serving a different purpose (e.g., fraud detection, service optimization, predictive analytics), agencies must:
· Provide new notice to data subjects describing the new AI-based purpose
· Obtain new consent when required by the original collection authority or applicable law
· Document the legal authority for the new AI-based purpose
· The new purpose must constitute a "proper purpose" under the agency's statutory authority
Required Steps When Repurposing Data for AI
1. Legal Authority Analysis
· Review original statutory authority for data collection
· Determine if new AI purpose falls within that authority
· If not, identify additional legal authority for new purpose
· Document legal basis in writing
2. Notice to Data Subjects
· Provide clear notice that personal information will be used for AI application
· Describe the AI system's purpose and how it will use their information (NOTE:  Use the AI Model Card)
· Explain any automated decision-making that will occur
· Provide notice before implementing new AI use, not after
3. Consent (if required)
· Determine if original collection required consent
· Determine if new purpose requires consent under agency's statutory authority
· If consent is required, obtain it before using data in AI system
· Document consent and maintain records
4. Documentation
· Record what personal information will be used
· Document original vs. new purpose
· Identify legal authority for repurposing
· Document notice provided and consent obtained
· Maintain in AI system records
Example of Proper Purpose Analysis for AI
Original Purpose: Benefits administration
Potential AI Applications
	Same Purpose
	Different Purpose

	· Using AI to process benefits applications faster → consistent with original collection purpose
	· Using benefits data to train fraud detection AI → new purpose, requires new authority/notice/consent
· Using benefits data to optimize agency staffing models → new purpose, requires new authority/notice/consent



Original Purpose: Business license applications
Potential AI Applications
	Same Purpose
	Different Purpose

	· AI chatbot answering questions about license applications → consistent with original purpose
	· Using license data to predict business tax compliance → new purpose, requires new authority/notice/consent
· Using license data to train economic development models → new purpose, requires new authority/notice/consent



4. Retention Schedules Apply to AI Models
Legal Principle: When agencies develop in-house AI models trained on personal information to perform work for which that information was collected, retention schedules apply to the models themselves.  
Practical Meaning
· The AI model itself (including weights, parameters, and embedded data patterns) must comply with applicable retention schedules
· If personal information must be deleted after X years, assess whether the AI model trained on that data also retains that information
· For AI models that memorize training data, deletion of the source data may require retraining or retiring the model
· Agencies must document how AI models comply with retention requirements
Agency Responsibilities
Before Training AI Models on Personal Information
· Document what personal information will be used for training
· Identify applicable retention schedules for that information
· Assess model's potential to memorize or retain individual records
· Plan for model retraining or retirement when retention periods expire
During Model Operation
· Track when source data reaches end of retention period
· Test whether model can reproduce or identify specific training examples
· Document model's compliance with retention requirements
When Retention Period Expires
· Option 1: Retrain model without expired personal information
· Option 2: Retire model and develop new model with current data only
· Option 3: Conduct technical assessment confirming model does not retain expired data in retrievable form (requires expert analysis)
· Document chosen approach and justification
Special Considerations
· Large language models and generative AI are more likely to memorize training data
· Smaller, specialized models trained on limited datasets pose higher memorization risk
· Aggregated statistical models (e.g., regression, random forests on large populations) generally pose lower retention concerns
· When in doubt, consult with AI experts and legal counsel or OAG


This document was developed with the assistance of AI tools. Human editors have reviewed and edited the document and are responsible for the content.
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